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Abstract

Multimodal sentiment analysis (MSA) has garnered significant attention for its immense potential in human-computer inter-
action. While cross-modality attention mechanisms are widely used in MSA to capture inter-modality interactions, existing
methods are limited to pairwise interactions between two modalities. Additionally, these methods can not utilize the causal
relationship to guide attention learning, making them susceptible to bias information. To address these limitations, we intro-
duce a novel method called Heterogeneous Hypergraph Attention Network with Counterfactual Learning (H>CAN). The
method constructs a heterogeneous hypergraph based on sentiment expression characteristics and employs Heterogeneous
Hypergraph Attention Networks (HHGAT) to capture interactions beyond pairwise constraints. Furthermore, it mitigates
the effects of bias through a Counterfactual Intervention Task (CIT). Our model comprises two main branches: hypergraph
fusion and counterfactual fusion. The former uses HHGAT to capture inter-modality interactions, while the latter constructs a
counterfactual world using Gaussian distribution and additional weighting for the biased modality. The CIT leverages causal
inference to maximize the prediction discrepancy between the two branches, guiding attention learning in the hypergraph
fusion branch. We utilize unimodal labels to help the model adaptively identify the biased modality, thereby enhancing the
handling of bias information. Experiments on three mainstream datasets demonstrate that HCAN sets a new benchmark.
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In the digital communication era, the mediums for expressing
sentiments have evolved from simple text messages to com-
plex videos, presenting both challenges and opportunities
for sentiment analysis. Relying solely on textual semantics
in multimodal data, such as videos, may result in inaccura-
cies. Thus, incorporating nonverbal modalities is essential
to counter the emotional biases inherent in single-modality
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Fig.1 The example case illustrates the advantages of our model. a The
scope of interactions captured by the attention methods in general MSA
models is limited to two nodes within two modalities. b Our model
enables the modeling of relationships between multiple nodes across
multiple modalities. Furthermore, our model can mitigate the effects of
bias information

understanding by leveraging complementary information
from text modality and nonverbal modalities (i.e., visual and
audio) [2].

The main challenge of multimodal sentiment analysis
is to effectively capture inter-modality interaction informa-
tion [3]. Early MSA studies attempt to solve this challenge
through tensor outer product or LSTM [4-6], yet these meth-
ods failed to capture fine-grained interaction information.
Attention mechanisms have been explored [7] to address
this limitation. MulT [8] introduces transformers into the
MSA task, employing cross-modality attention to capture
inter-modality interactions. On this basis, TeTFN [9] pro-
poses a text-centered cross-modality attention mechanism.
Besides, there are studies [10, 11] that introduce graph-
based methods to overcome the challenges of MSA. These
methods consider the time steps of multimodal sequence
data as nodes to construct a graph, then apply graph atten-
tion networks to explore interactions between modalities.
These cross-modality attention-based models yield promis-
ing results; however, there still exist two issues.

The scope of interactions captured by cross-modality
attention methods within existing MSA models is limited to
just two time steps (nodes) within two modalities. Because
interactions among different modalities in emotional expres-
sion are more than dyadic (pairwise), this constraint hinders
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the full exploitation of inter-modality interaction informa-
tion [12]. The case depicted in Fig. 1 expresses a satirical,
negative view. As shown in Fig. 1a, the pairwise interaction
between the word ‘fantastic’ in the text modality and the
‘casual expression’ in the visual modality conveys a positive
sentiment, which is contrary to the actual negative sentiment
of the case. Sentiment polarity is corrected when incorporat-
ing the ‘wry tone’ and the ‘frown expression’ (as depicted in
Fig. 1b) to model beyond-pairwise interactions across mul-
tiple modalities. Given the limitations of current attention
methods, a crucial issue arises: (Q1) How can we model
interactions beyond pairwise among multiple time steps
across various modalities using an attention method?

General MSA models are typically supervised solely by
the final task loss, lacking a powerful supervisory signal
to guide attention learning [13]. This weakly-supervised
approach ignores causal relationships between attention and
results, making attention methods prone to learning spurious
associations with bias information [14]. As shown in Fig. 1b,
‘casual expressions’ and the word ‘fantastic’, which occur
more frequently in neutral and positive samples respectively,
may lead attention models to use them as discriminative
cues. When such bias information receives much attention,
as depicted by the red dashed line (i.e., spurious associa-
tions), it may mislead the model. Moreover, the impact of bias
information from different modalities on the model varies
in magnitude [15]. For instance, the word ‘fantastic’ has a
greater effect than ‘casual expression’ because the former
exhibits a larger sentiment gap relative to the actual senti-
ment of the case. This raises another issue: (Q2) How can
we mitigate the effects of bias information from different
modalities by guiding attention learning?

To address the above two issues, we present a Heteroge-
neous Hypergraph Attention Network with Counterfactual
Learning (H>CAN). To address (Q1), our approach first
introduces heterogeneous hypergraphs into MSA to over-
come the limitation of pairwise interaction between two
modalities. Specifically, we consider the temporal relations
of nonverbal modality and the syntax-aware relations of text
modality [16, 17]. To capture these relations, we construct a
heterogeneous hypergraph based on temporal links and the
dependency tree of the sentence. Next, we construct a hyper-
graph fusion branch based on the heterogeneous hypergraph
and utilize a heterogeneous hypergraph attention network to
capture beyond-pairwise relations across different modali-
ties.

To address (Q2), our approach aims to guide attention
learning by focusing on the underlying causal relation-
ships between modalities, thereby mitigating the effects of
bias information. We introduce a Counterfactual Interven-
tion Task (CIT) based on sentiment polarity classification to
achieve this. First, we create a counterfactual intervention
branch derived from the hypergraph fusion branch. Given
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that bias information from different modalities has varying
impacts, we identify the modality with the largest discrep-
ancy between unimodal and multimodal labels as the biased
modality, as this modality’s bias information has a more sig-
nificant effect. To generate unimodal labels for adaptively
identifying biased modalities, we incorporate a Unimodal
Label Generation Module (ULGM) [18]. The popular coun-
terfactual approaches are based on the normal distribution,
but they ignore the differences between different modalities
under multimodal situations. Therefore, in the counterfac-
tual intervention branch, we generate attention scores using
a Gaussian distribution and assign additional weights to the
attention scores corresponding to the biased modality to mag-
nify the effects of bias information. Finally, CIT employs
causal inference to direct the model’s focus on the causal
relationship between attention and prediction by maximizing
the difference between the predictions of the two branches,
thereby mitigating the effects of bias information.

In summary, our work makes the following contributions:

e We introduce heterogeneous hypergraphs to MSA and
propose a novel model named H>CAN, which can
model beyond-pairwise interactions among multiple
nodes across modalities.

e We design a heterogeneous hypergraph construction
method based on the temporal relations of nonverbal
modalities and the syntax-aware relations of text modali-
ties, enabling the modeling of inter-modality interactions.

e We introduce counterfactual learning and devise a Coun-
terfactual Intervention Task that enables the model to
employ causal inference to mitigate the effects of bias
information from multiple modalities, thereby improv-
ing the performance of the model.

e Inaseries of evaluations on benchmark datasets, H2ZCAN
surpasses several competitive models on the MSA task.

Related work
Multimodal sentiment analysis

In sentiment analysis, in addition to the semantic informa-
tion in text, emotional cues from audio and visual modalities
are also essential [19, 20]. As an emerging area of affec-
tive computing, multimodal sentiment analysis integrates
information from text, images, and audio to assess human
sentiment in video clips. Previous studies relied on straight-
forward methods, such as concatenation and summation, to
obtain interaction information across modalities. Yang et al.
[21] develop anovel joint contrastive learning framework that
aims to dissect similarity and dissimilarity features through
contrast learning and unimodal tasks and finally concatenate
these features together for final prediction. MISA [22] maps

unimodal features into both modality-specific and modality-
invariant subspaces, effectively capturing unique and shared
information across modalities.

To capture inter-modality interactions more effectively,
MulT [8] devise a cross-modality attention method to investi-
gate fine-grained interactions between different pairs of time
steps in multimodal sequences. Huang et al. [23] argue that
text contains richer emotional information and introduces
a modality fusion paradigm centered on the text modal-
ity. TMBL [3] introduces CLS and PE feature vectors into
cross-modality transformers to retain invariant and specific
information across modalities. PEST [24] mitigates hetero-
geneity in multimodal fusion by mapping features from
diverse modalities into a unified feature space. CMHFM [25]
enhances multimodal fusion through the integration of mul-
timodal combination subtasks. With the rise in popularity of
graph neural networks (GCN), Yang et al. [26] first introduce
GCN to multimodal sentiment analysis. MDH [11] models
intra-modality interactions through unimodal hypergraphs
and captures inter-modality interactions through attention
mechanisms.

However, these models fail to explore beyond-pairwise
interactions between multiple modalities, as the scope of
interactions captured by their attention methods is limited to
two time steps within two modalities. Furthermore, the atten-
tion methods used in these models are supervised only by the
final predictive loss, thus making them susceptible to bias
information from different modalities. In contrast, HCAN
not only models beyond-pairwise interactions between mul-
tiple nodes across multiple modalities but also utilizes causal
inference to guide attention learning.

Hypergraph network

Hypergraph networks have attracted widespread interest for
their capability to capture complex information among mul-
tiple nodes via hyperedges [27]. In multimodal learning,
HANSs [28] utilize random walks to construct hypergraphs
for image and text modalities, creating associations between
them through a co-attention map. VM-HAN [29] constructs
hypergraphs based on node similarity to capture higher-order
relationships among nodes. HHGSA [30] constructs hyper-
graphs based on the associative properties of object nodes
to learn complex relationships among different objects. Nev-
ertheless, the hypergraph construction methods employed in
these models are not well-suited for the MSA task, which
suffers from modality heterogeneity [31]. Additionally, these
methods overlook the importance of guiding attention learn-
ing within the hypergraph network. In response, we propose
a new heterogeneous hypergraph construction method for
modeling emotional interactions across text, visual, and
audio modalities, and introduce the Counterfactual Interven-
tion Task to guide hypergraph attention learning.

@ Springer
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Causal inference

Causal inference is extensively applied for deep learning
domains to improve the performance and interpretability
of models, such as recommendation systems, information
retrieval, computer vision, etc. CAL [14] constructs a random
attention graph to assist the model in learning more effec-
tive attention. MMRec [32] utilize user-uninteracted items to
purify user preference-relevant information. CausVSR [33]
establishes emotional causality based on a sequence of emo-
tional perceptions to counter challenges from confounders.
In the field of multimodal sentiment analysis, Sun et al.
[34] employ multimodal cues to mitigate spurious cor-
relations from text. AtCAF [35] captures causality-aware
text representations before modality fusion through front-
door adjustment. While these works have made significant
advancements, they mainly address bias information from
the text modality. However, in complex multimodal data, bias
information from various modalities can influence the model
at different magnitudes. In response to this, we propose a
Counterfactual Intervention Task to guide attention learning,
effectively reducing the impact of bias information across all
modalities, especially that with the greatest influence.

H2CAN

This section begins with a description of MSA task. Follow-
ing that, we will detail the framework of H>CAN. Figure 2
provides the workflow of H*CAN: unimodal feature encod-
ing, counterfactual multimodal fusion, and prediction and
optimization.

Task description. A video containing text, visual, and audio
modalities is segmented into multiple non-overlapping clips.
The MSA task aims to predict an emotional intensity score y
for each clip, ranging from —3.0 to 3.0. Furthermore, senti-
ment polarities can be identified based on emotional intensity
scores, where positive values indicate positive sentiments,
negative values indicate negative sentiments and zero values
indicate neutral sentiments.

Unimodal feature encode

Suppose the model accepts as input a multimodal sequence
u = uy, Uy, Uy, where the sequence consists of [ time steps.
Here, ¢ stands for text, v for visual, and a for acoustic
modalities, respectively. Firstly, we use modality-specific
encoders to extract initial representations of these multi-
modal sequences. We use pre-trained BERT [36] to encode
the text modality sequence u;, thus obtaining tokens x; con-
taining semantic information:

@ Springer

e; = BERT (u;; 0PERT) ¢ RI¥d:, (1

where §BERT denotes the learnable parameter of BERT, d;
denotes the features dimension, and / indicates the length of
text modality sequence.

For the nonverbal modalities, we extract a set of low-
level visual representations and audio representations that
can reflect emotional information from raw data using
Facet [37] and COVAREP [38], respectively. Then, we
employ modality-specific sequence encoders to model the
context of the nonverbal modalities. Given that LSTM [39]
shows comparable performance to the Transformer [40] on
the MSA task (as shown in Table 2) with fewer parame-
ters, and its use in prior work [9, 41], we adopt LSTM as
our sequence encoder. The nonverbal features e, and e, are
computed as follows:

ey = Bi-LSTM, (u,; F5™) ¢ RI*dv, )
eq = Bi-LSTM, (u; 6F5™) ¢ R*da (3)

Finally, these features are mapped into feature spaces
with the same dimensions through three feedforward lay-
ers, resulting in three feature representations x;, x,, and x,
with the same shapes:

X, = FFN,(e,; ™) € RP*,
nela,v,t}, 4)

where FFN(-) represents a 1D temporal convolution layer.
Counterfactual multimodal fusion

In the counterfactual multimodal fusion phase, the heteroge-
neous hypergraph attention network (HHGAT) is utilized to
capture inter-modal beyond-pairwise interactions. As shown
in Fig. 2, the hypergraph fusion branch integrates interaction
information between multiple nodes across multiple modal-
ities. Then, we construct the counterfactual fusion branch
based on the hypergraph fusion branch. Specifically, we
leverage the multimodal representation from the hypergraph
fusion branch to identify the biased modality and construct
a counterfactual world by assigning extra weights to it in
the counterfactual fusion branch. Finally, the Counterfactual
Intervention Task (CIT) is performed to mitigate the effects
of bias in the hypergraph fusion branch.

Heterogeneous hypergraph construction. The most com-
monly used methods for Hypergraph construction, such
as KNN and K-means, are computationally expensive and
unsuitable for heterogeneous data. Therefore, we propose a
novel static heterogeneous hypergraph construction method
that requires no computational resources. Specifically, we
consider time steps of multimodal data as nodes and construct
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Fig. 2 The architecture of our HXCAN. The dashed arrow from the
hypergraph fusion branch to the counterfactual fusion branch indicates
that the latter builds upon the former. Within the heterogeneous hyper-

hyperedges based on a text node. For each text node x;;, we
select s audio nodes and visual nodes that are temporally
closest to that text node. The number of nodes s of the non-
verbal modality is obtained by dividing the sequence length
! by the hyperparameter k. In addition, to integrate semantic
information from text modality, we employ the spaCy toolkit
to construct a dependency tree based on the sentence struc-
ture. Text nodes exhibiting a dependency relationship with
the node x;; are incorporated into this hyperedge H,;.

H; = {xi) UNA (i) UNY (x0) U N (i),
o H , ®)

where NSA (x4) and NSV (x;;) denote the sets of audio and
visual nodes, respectively, that are closest to x;; in terms of
temporal proximity. Ny (x;;) represents the set of text nodes
that have a dependency relationship with text node x;;, as
determined by the dependency tree constructed from the sen-
tence. | -] indicates rounding down. The variable / indicates
the length of text modality sequence. Thus, we obtain a het-
erogeneous hypergraph with 1 hyperedges.

Modal fusion. Based on the graph derived from heteroge-
neous hypergraph construction, we employ the Heteroge-
neous Hypergraph Attention Network (HHGAT) to model
inter-modality interactions. First, we aggregate information
from the nodes within hyperedges. Specifically, for each
hyperedge i in an HHGAT layer, we concatenate represen-
tations of the current hyperedge i and the node j within this
hyperedge and map them into an attention scalar b. Then,
the attention scalars of all nodes within the hyperedge are

Counterfactual multimodal fusion

yef Ve
A 4

Predict and optimize

graph, dashed lines between text nodes indicate dependencies between
words. ULGM is omitted in the figure

normalized by softmax. The representations of hyperedge i
are updated by taking a weighted.

b = LeakyReLU (B [wDef! =V w{Dx{!=DY),

n €la,v,t}, (6)
H
cl.(;) = softmax; (b(l)) =Y 0 @)
ZMEH,' biu
6= ¥ A ®
ueH;

where W) is the parameter matrix of HHGAT at /th layer
and n is chosen according to the modality of node x;. Addi-
tionally, b denotes a parameter vector, and || denotes the
concatenation operation. Notably, the initial representation
e of hyperedge is obtained by averaging the nodes within
the hyperedge. LeakyReLu(-) is an activation function.

After learning the hyperedge representations, we update
the node representations by diffusing the information of
hyperedges. Specifically, for each node i in an HHGAT layer,
we concatenate the representations of the current node i and
the hyperedge j that includes node i and map them into an
attention scalar. Then, we normalize the attention scalars of
all hyperedges that include node i using the softmax function.
The embedding of node i gets updated by taking a weighted
aggregation of the embeddings of hyperedges that include
node i.

b(” LeakyReLU (bW D x~ 1)||W(‘”h“ o,
n€{a,v,t}, 9

@ Springer
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5(1)
A Py = —
¢ = soflmaxj(bij )= 3 AUk (10
ueD; Yiu
) _ () A1)
X, = Z iu Ciu > b
ueD;

where W) denotes the parameter matrix responsible for
hyperedge diffusion in HHGAT at the Ith layer, and b is a
parameter vector. Furthermore, D; denotes the set of hyper-
edges that include node i.

In each of the two fusion branches of HHGAT, we aggre-
gate all nodes in the last layer to obtain the multimodal
representation o and the counterfactual multimodal represen-
tation o*. The former is derived from the hypergraph fusion
branch, while the latter is from the counterfactual fusion
branch.

0= readout(HHGATs(x,, X, xa)>, (12)

o* = readout(HHGATs* (X7, Xy, xa)>, (13)

where HHGATs(-) denotes the operation of HHGAT layers
and HHGATs*(-) denotes the operation of HHGAT layers
in the counterfactual fusion branch. Notably, the counterfac-
tual fusion branch is utilized exclusively during the training
phase. We employ readout(-) functions to aggregate the
representations of nodes into a graph-level representation fol-
lowing You et al. [42].

Identification of biased modality. We introduce the Uni-
modal Label Generation Module (ULGM) to generate uni-
modal sentiment score labels, which are used to identify the
biased modality, where bias information has a greater effect.
Firstly, we generate unimodal labels by utilizing multimodal
sentiment score labels, representations from the final time
step of unimodal sequences, and multimodal representation.
Subsequently, we calculate the difference between the multi-
modal and unimodal sentiment score labels. Finally, we select
the modality with the largest difference from the multimodal
sentiment scores as the biased modality.

disty = |ymsa — ULGM(Ynsa, Xn, 0)], (14)

n* = arg max dist,, (15)
n

where n belongs to the set {z, a, v}, corresponding respec-
tively to the text, audio, and visual modalities. y,,s, denotes
the multimodal sentiment score labels and ULGM(+) repre-
sents the unimodal label generation module. | - | indicates the
absolute value and n* indicates the biased modality. Notably,
we only need to select the biased modality during the training
stage.

Counterfactual intervention task. We introduce the Coun-
terfactual Intervention Task (CIT) through a causal graph

@ Springer

as described in Fig. 2. The causal graph is depicted as a
directed acyclic graph G = {N, £}, where N represents the
set of variables treated as nodes, and &£ represents the set
of edges that depict interactions among these variables. In
our example, the causal graph is composed of three nodes:
X (features of different modalities), G (attention scores dur-
ing the first stage of message passing in HHGAT), and Y
(prediction result). Furthermore, the edge X — G signifies
that the model generates attention scores based on the fea-
tures from different modalities, while the edge (X, G) — Y
indicates that different modalities’ features and the attention
scores jointly determine the prediction result. Due to the pres-
ence of confounders (i.e., bias information) in X, the model
can be misled, resulting in spurious associations in atten-
tion learning. Motivated by causal analysis research [43], we
utilize counterfactual intervention to evaluate learned cross-
modality attention.

In causal inference, we modify the values of variables
and observe the resultant effects to analyze causality. This
method, referred to as intervention [44], can be denoted
by do(-). We construct a counterfactual world through the
intervention do(G = (_}), where G denotes a non-existent
attention scores. Previous research [45] constructs counter-
factual worlds based solely on random distribution. Under
multimodal situations, it is necessary to consider the differ-
ences between different modalities. Therefore, we generate
counterfactual attention scores using a Gaussian distribu-
tion and apply additional weights to the attention scores
corresponding to the biased modality to construct the coun-
terfactual world:

G- (1 +a)G,, ifs=n*

T Gy, else
s € {a,v,t}, (16)
$e = P(G =G, X =X) =C(0), (17)
Jo = P(do(G = G), X = X) = C(0%), (13)

where G corresponds to the counterfactual attention scores
of modality s, obtained from the predefined distribution, and
« is the hyperparameter. y. denotes the prediction based on
learned cross-modality attention, and y. represents the pre-
diction based on the counterfactual world that suffers from
the influence of bias information. C denotes the shared classi-
fication header, including a ReLU function and a feedforward
layer.

According to prior research [46], we determine the direct
causality effect of learned attention and the counterfactual
world by calculating the difference between their prediction
results.

Yef = }A’c — Ye- (19)
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We utilize the direct causality effect y.r as a supervisory
signal to optimize the model, thereby mitigating the impact
of bias information in the hypergraph fusion branch.

N
1 . .
Lei = 5> Leelep> Y0, (20)

i=1

where N represents the number of samples, L., represents
the cross entropy loss, and y, indicates the sentiment polarity
categorization label based on the multimodal sentiment score
label y,,s,. Notably, the Counterfactual Intervention Task
and the counterfactual fusion branch are only used during
the training stage. Besides, we reuse part of the hypergraph
fusion branch output for the counterfactual fusion branch,
thus only introducing light extra computation without addi-
tional parameters.

Prediction and optimization

Besides the Counterfactual Intervention Task as an auxiliary
task, we also perform a multimodal sentiment analysis task
to optimize our proposed H>CAN.

Sentiment prediction. Finally, we use the representation o
as input to a multilayer perceptron to predict the multimodal
sentiment score.

y=MLP(0;0mLp), 2D
where M L P(-) represents a multilayer perceptron consist-

ing of a ReL.U function and a feedforward layer, and 6y p
denotes the parameters of this multilayer perceptron.

Optimization Objectives. We optimize the model by employ-
ing both the original MSA task and the Counterfactual
Intervention Task. The mean absolute error is used to cal-
culate the MSA task loss. The complete training loss is then
computed as the sum of the MSA task loss and the Counter-
factual Intervention Task loss.

Elask - Z |y - ymsa (22)

L= Ligsk + EC,', (23)

where L represents the overall training loss for our model.

Experiments

In this section, we will detail the descriptions of datasets,
metrics, baseline comparisons, ablation studies of H2CAN,
and results analysis.

Algorithm 1 Heterogeneous hypergraph attention network
with counterfactual learning
Input: Multimodal sequences M =
Output: Prediction y

1: for epoch=1...N do

2:  for minibatch B = {(u;, ugq, u,)} sampled from M do

U, Ua, Uy)

3: Encode unimodal features u,, into x,, as (1) to (4), m €
{t,a, v}

4: Construct heterogeneous hypergraph as (5);

5: Aggregate node and diffusion hyperedge information as (6) to
(11);

6: Obtain multimodal representation o as (12);

7: Identify biased modality as (14), (15);

8: Construct counterfactual fusion branch as (16);

9: Produce counterfactual multimodal representation o™ as (6) to

(11), and (13);

10: Use cross-entropy to compute L.; as (17) to (20);
11: Obtain prediction result y as (21);

12: Compute L;,sx for MSA task as (22);

13:

14: Add L5k and L,; to compute L as (23);

15:  end for

16: end for

Table 1 Data distribution for benchmark datasets

Dataset Train Valid Test All

CMU-MOSI 1284 229 686 2199
CMU-MOSEI 16,326 1871 4659 22,856
CH-SIMS 1368 456 457 2281

Datasets and evaluation metrics

Our experiments are conducted on the mainstream datasets,
CMU-MOSI [47], CMU-MOSEI [48] and CH-SIMS [49].
Table 1 presents the details of the dataset split.

MOSI. The CMU-MOSI dataset was constructed using
movie review videos sourced from YouTube. It comprises
93 videos, segmented into 2199 clips based on content. Each
segment contains a label value in the interval [—3, 3], indi-
cating the sentiment intensity.

MOSEI. The CMU-MOSEI builds upon the CMU-MOSI,
consisting of 23,453 video clips, covering a diverse range of
topics. In addition to sentiment score labels, each clip also
includes emotion labels such as anger and fear.

CH-SIMS. The CH-SIMS is a Chinese dataset for mul-
timodal sentiment analysis, comprising 2281 video clips
from various media sources. Each clip is assigned a sen-
timent score on a scale from —1 (negative) to 1 (positive),
with additional sentiment scores provided for each individual
modality.

Following prior research [50], we evaluate our model
based on regression and categorization tasks. The definitions
for specific metrics are as follows.

@ Springer
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Mean Absolute Error (MAE). The average error between
the predicted and actual sentiment intensity values.

Pearson Correlation Coefficient (Corr). The quantification
of the linear relationship between predicted and actual sen-
timent intensity values.

Binary Classification Accuracy (Acc-2). The accuracy rate
for binary classification of emotional polarity. On the MOSI
and MOSEI datasets, there are two forms: negative/non-
negative (including neutral) and negative/
positive (excluding neutral).

Weighted F1-score (F1-score). This metric balances preci-
sion and recall in binary classification. On the MOSI and
MOSEI datasets, there are two forms (refer to Acc-2).

For the categorization task, we use Acc-2 and F1-score as
evaluation metrics. For the regression task, we use MAE and
Corr as evaluation metrics.

Implementation details

We utilize two tools commonly used in the MSA field,
COVARERP [38] and Facet [37], to extract features from non-
verbal modalities. Furthermore, we employ spaCy toolkit to
build a dependency tree. The optimizer for our model is
Adam [51] combined with a learning rate decay strategy.
BERT and other modules are trained with different learn-
ing rates: Se—5 for the former and 5e—4 for the latter. For
the CMU-MOSI, CMU-MOSEI, and CH-SIMS datasets, we
set the batch sizes to 32, 64, and 32, respectively. Across
all datasets, we set the LSTM layer to 1 and fix the hid-
den dimension in both the attention module and convolution
layer to 30, with the convolution kernel size fixed at 1. Other
hyperparameters are tuned within the following ranges: the
hidden dimension in the LSTM is explored in {16, 32, 64};
k is selected from {2, 3, 4, 5}; a is tuned within {0.1, 0.2,
0.3, 0.4}; and the hypergraph depth varies among {1, 2, 3,
4}. Early stopping is utilized to avoid overfitting, with the
patience set to 10. Additionally, H*CAN is evaluated over
five iterations with different random number seeds, and the
mean results are taken.

Baselines

To verify the effectiveness of H2CAN, we conduct a com-
parison with the following methods.

TFN [4]. The model performs fusion by applying an outer
product on tensors from different modalities. LMF [5]. To
improve computational efficiency, the model decomposes
high-order tensors into low-rank structures for multimodal
fusion. MFM [52]. MFM leverages generative and discrim-
inative representations to enhance feature learning across
different modalities. MulT [8]. MulT utilizes a pairwise
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cross-modality attention mechanism to model inter-modality
relationships. MISA [22]. The model captures both modal-
specific and modal-general information, integrating orthog-
onal loss and reconstruction loss to optimize performance.
MAG-BERT [53]. The model employs a Multimodal Adap-
tation Gate to enrich text representations with aligned visual
and auditory features. Self-MM [18]. The model designs an
unimodal label generation method for retaining modality-
specific information. BBFN [54]. The model simultaneously
performs modal fusion and information separation, and it
incorporates a complementary mechanism to mitigate infor-
mation imbalances between modalities. MIB [55] To filter
noise from unimodal data, the model incorporates regulariza-
tion to learn the representation effectively. MUTA-Net [56].
The model enhances the discrimination of representations
by performing modal fusion at various levels and by design-
ing a loss function that incorporates intra-class distance.
TeTFN [9]. Based on the MulT architecture, TeTFN fuses
information from nonverbal modalities from a text-based
viewpoint. HCIL [41]. The model devises a hybrid cross-
modality learning method to fully utilize multimodal sen-
timent information. PEST [24]. PEST utilizes a dynamic
propagation method to capture inter-modality interactions of
translated features. VLP2MSA [50]. VLP2MSA employs a
fusion method that balances visual and text modalities to
build multimodal representations.

Overall performance evaluation and results

Tables 2 and 3 present the comparative results on benchmark
datasets between our H*CAN and baseline models. Addition-
ally, we evaluate the impact of different encoders for non-text
modalities by replacing LSTM with Transformer. The results
indicate that LSTM and Transformer achieve compara-
ble performance on the MSA task, potentially because the
shallow features extracted by LSTM capture richer informa-
tion [57]. On the MOSI, MOSEI, and CH-SIMS datasets,
H?CAN improves classification accuracy by approximately
1%, 1.2%, and 1.8%, respectively.

Specifically, H*CAN exhibits significant performance
advantages over traditional tensor fusion-based models,
namely TEN and LMF. H>CAN also shows improved results
compared to models that focus on cross-modality attention
fusion strategies, such as MulT, TeTFN, and VLP2MSA. On
the MOSI dataset, the Acc-2 (negative/positive) and F1 (neg-
ative/positive) metrics improved from 86.28% and 86.28%
for VLP2MSA to 87.20% and 87.17%, respectively, reflect-
ing the advantage of our heterogeneous hypergraph-based
fusion strategy. In addition, while VLP2MSA and TeTFN uti-
lize attentional mechanisms during the modal fusion phase,
our model further incorporates a CIT to enhance the atten-
tion module. Experimental results on the MOSI and MOSEI
datasets illustrate the effectiveness of our Counterfactual
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Table 2 Comparison of H*CAN and baseline model results on the MOSI and MOSEI datasets

Model CMU-MOSI CMU-MOSEI

MAE]| Corrt Acc-21 Fl-scoret MAE| Corrt Acc-21 Fl1-scoret
TFN?*(2017) 0.901 0.698 —/80.80 —/80.70 0.593 0.700 —/82.50 —/82.10
LMF*(2018) 0.917 0.695 —/82.50 —/82.40 0.623 0.677 —/82.00 —/82.10
MFM?(2018) 0.877 0.706 —/81.70 —/81.60 0.568 0.717 —/84.40 —/84.30
MulT?(2019) 0.861 0.711 81.50/84.10 80.60/83.90 0.580 0.703 —/82.50 —/82.30
MISA?(2020) 0.783 0.761 81.80/83.40 81.70/83.60 0.555 0.756 83.60/85.50 83.80/85.30
MAG-BERT?#(2020) 0.727 0.781 82.37/84.43 82.50/84.61 0.543 0.755 82.51/84.82 82.77/84.71
Self-MM?(2021) 0.713 0.798 84.00/85.98 84.42/85.95 0.530 0.765 82.81/85.17 82.81/85.30
BBFN*(2022) 0.776 0.755 —/84.30 —/84.30 0.561 0.731 —/83.10 —/83.20
MIB*(2022) 0.722 0.782 —/85.30 —/85.30 0.588 0.761 —/85.40 —/85.40
MUTA-Net*(2023)  0.730 0.793 83.10/85.00 83.00/85.00 0.544 0.760 82.40/85.00 82.70/84.90
TeTFN*(2023) 0.717 0.800 84.00/86.10 83.83/86.07 0.551 0.748 84.25/85.18 84.18/85.27
HCIL*(2024) 0.703 0.810 84.25/86.07 84.18/86.01 0.532 0.768 82.56/85.97 82.68/85.29
PEST*(2024) 0.723 0.796 —/86.10 —/86.10 0.542 0.764 —/85.10 —/85.30
VLP2MSA*(2024)  0.696 0.813 84.55/86.28 84.48/86.28 0.535 0.770 83.90/85.97 83.82/85.89
H2CAN + rrans 0.700 0.808 85.51/86.95 85.43/86.88 0.523 0.768 84.86/85.74 84.69/85.56
H2CAN (ours) 0.704 = 0.805 £ 85.42+/87.20 £ 85.35 +/87.17 + 0.530 £ 0.770 £ 85.08 +/86.45 + 85.08 £/86.27 +

0.005 0.004 0.29/0.43 0.25/0.40 0.006 0.003 0.25/0.35 0.20/0.39
p-value(t-test) - - 0.0051/0.0035 0.0047/0.0043 - - 0.0033/0.0039 0.0029/0.0038

For the Acc-2 and F1-score metrics, results for the ‘negative/non-negative’ and ‘negative/positive’ are split by ‘/’. 4+ trans denotes replacing LSTM
with Transformer in the model. Bolded results indicate the best performance. Values in the second row of ‘H*CAN(ours)’ represent the standard
deviations of various metrics for the model across different random seeds. The ‘p-value’ reflects the statistical significance of comparisons with the

publicly available method Self-MM
#Indicates that the results for the model are provided by [50]

*Indicates that the results for the model are sourced from its original paper

“Indicates p-value < 0.05

Intervention Task. Compared to models like MFM, MISA,
and Self-MM, which aim to capture both modality-specific
and modality-independent information, our method achieves
a 0.15 improvement in Corr and a 0.09 reduction in MAE.
This highlights the superiority of the multimodal repre-
sentations achieved by H?CAN. Besides, we calculate the
standard deviations and conduct paired t-tests to evaluate the
improvements achieved by H?CAN. The results show that
the standard deviations fall within a narrow range, and the
p-value in the t-tests is below 0.05, indicating that H*CAN’s
performance is statistically significant compared to the base-
lines. These findings further confirm the effectiveness and
superiority of our method.

Due to the complexity of Chinese semantics, on the CH-
SIMS dataset, the models’ performance is weaker compared
to that achieved on the other two English datasets. Our model
demonstrates a significant improvement on this dataset, with
the F1-score increasing from 79.3 to 81.4%, validating the
effectiveness of H*CAN across different languages.

Perhaps our proposed H*CAN model does not display a
great advantage in Acc-2 (negative/positive) and F1 (neg-
ative/positive) metrics over other models on the MOSEI

Table 3 Results on the CH-SIMS dataset

Models MAE] Corr?t Acc-21 F1-scoret
TFN? 0.432 0.591 78.3 78.6
LMF? 0.441 0.576 71.7 77.8
MulT? 0.453 0.561 78.5 79.6
VLP2MSA? 0412 0.604 79.4 79.3
H?CAN(ours) 0.409 0.607 81.2 81.4

4Indicates that results are sourced from [50]
Bolded results indicate the best performance

dataset. This can be attributed to the overrepresentation of
samples with neutral sentiment in the dataset, which often
lack diversity and limit the model’s ability to fit other sam-
ples. This is confirmed by H>?CAN’s performance, as it
achieves the best results in both the Acc-2 (negative/non-
negative) and F1 (negative/non-negative) metrics.

Effect of hyperparameters k and a

Considering the absence of explicit collaboration between
the hyperparameters k and o, we restrict the values of k and
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Table 4 Results for hyperparameter analysis of k and «

Description CMU-MOSI CMU-MOSEI
MAE Corr Acc-2 Fl-score MAE Corr Acc-2 F1-score

k=2 0.695 0.805 84.39/86.58 84.21/86.47 0.530 0.770 85.08/86.45 85.08/86.27
k=3 0.704 0.805 85.42/87.20 85.35/87.17 0.532 0.765 84.46/85.50 84.52/85.29
k=4 0.713 0.797 84.26/86.59 84.17/86.45 0.534 0.758 83.75/85.50 83.85/85.27
k=5 0.720 0.791 84.26/86.13 84.03/86.12 0.540 0.761 83.43/85.44 83.72/85.18
a=0.1 0.710 0.798 82.94/85.82 82.64/85.65 0.530 0.770 85.08/86.45 85.08/86.27
a=02 0.712 0.800 83.67/86.28 83.88/86.07 0.537 0.762 83.64/85.11 83.85/84.99
a=03 0.704 0.805 85.42/87.20 85.35/87.17 0.541 0.759 83.75/84.78 83.94/84.46
a=04 0.724 0.794 83.82/85.98 83.69/85.95 0.535 0.760 84.03/85.17 84.16/85.02

Bolded results indicate the best performance

« independently to explore their respective effects on the
model. Table 4 presented the result of these experiments.

The hyperparameter k adjusts the range of audiovisual
nodes included in each hyperedge, and a smaller value of
k indicates a broader range of interaction between nodes.
As the value of k increases, the performance of H2CAN on
the MOSI dataset initially rises, peaking at a k value of 3,
and then decreases. Conversely, on the MOSEI dataset, it
reaches an optimum at a k value of 2 and subsequently con-
tinues to decline. This demonstrates that with sufficiently
large datasets, our proposed fusion strategy benefits from a
broader range of node interactions.

The hyperparameter « is used to adjust the weighting ratio
of attention scores corresponding to the biased modality in
the counterfactual fusion branch. By increasing the value of
o, we magnify the effects of bias information in the counter-
factual fusion branch. On the MOSI dataset, the performance
of HCAN initially increases and then decreases with rising o
values, reaching its optimum at an « value of 0.3. Conversely,
on the MOSETI dataset, as « increases, the performance of
H?CAN continues to decline.

Ablation studies

Comprehensive ablation studies are conducted to verify the
effectiveness of different modules in H*CAN. The details of
these ablation studies are provided as follows.

w/ KNN. We use the KNN algorithm to construct a
dynamic heterogeneous hypergraph.

w/ split. We split the original hyperedge, which includes
three modalities, into two separate hyperedges: one for text
and audio and another for text and visual.

w/ HGAT. We replace heterogeneous hypergraphs with
heterogeneous graphs, utilizing the heterogeneous graph
attention network (HGAT) to capture inter-modality inter-
actions.
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w/o TF. Neglecting the interactions of text with other
modalities.

w/o AF. Neglecting the interactions of audio with other
modalities.

w/o VF. Neglecting the interactions of visual with other
modalities.

w/o CIT. We remove the Counterfactual Intervention Task
during the training phase of our model.

w/o ULGM. We remove the ULGM and randomly select
modality for additional weighting.

w/o AW. We generate counterfactual attention scores
using predefined distributions without employing additional
weighting for modality attention scores.

Effect of heterogeneous hypergraph depth

Figure 3 illustrates the impact of different heterogeneous
hypergraph depths on the model’s performance across
two datasets. The overall performance of H?CAN initially
increases with the depth of the hypergraph, then decreases,
ultimately reaching an optimum at a depth of three across
both datasets. This is because, with a small number of
HHGAT layers, the model fails to adequately capture the
complex interaction information between modalities, while
an excessively large number of layers can lead to overfitting.

Effect of heterogeneous hypergraph construct method

Table 5 presents the effects of different heterogeneous hyper-
graph construction methods. Firstly, we utilize the KNN-
based construction method, which is commonly used to
construct heterogeneous hypergraphs. From the comparison
results, our designed heterogeneous hypergraph construction
method proves to be superior to the KNN-based construc-
tion method. This suggests that the KNN algorithm is not
well-suited for heterogeneous multimodal data, whereas the
construction method we devised, which incorporates the
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Fig.3 Results under different
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Table 5 Results for different heterogeneous hypergraph construct
methods on the MOSI and MOSEI datasets

CMU-MOSI

MAE Corr Acc-2 Fl-score
H2CAN 0.704 0.805 85.42/87.20 85.35/87.17
w/ KNN 0.721 0.797 83.82/85.06 83.79/85.00
w/ split 0.718 0.792 84.11/85.21 84.03/85.18

CMU-MOSEI

MAE Corr Acc-2 F1-score
H2CAN 0.530 0.770 85.08/86.45 85.08/86.27
w/ KNN 0.539 0.757 83.54/84.23 83.72/83.88
w/ split 0.537 0.754 83.37/84.42 84.54/84.27

Bolded results indicate the best performance

characteristics of sentiment expression, is more suitable
for the MSA task. Moreover, compared to the KNN-based
construction method, our construction method is static and
requires fewer computational resources. We then split the
original three-modal hyperedge into two bimodal hyper-
edges to facilitate further exploration. From Table 5, we can
observe that the original tri-modality hypergraph construc-
tion method performs better. This is because the inter-modal
interactions modeled by the tri-modality hyperedge are more
comprehensive than those modeled by the two bi-modality
hyperedges.

Effect of the fusion strategy

Figure 4 presents the ablation experiment results of our
heterogeneous hypergraph attention-based fusion strategy.

8720 8717

8645 gp27

87
86.74

8661 8659 ggs50
86

85

84

83
3 4

depth 1 2 3 4
uCorr mMAE

85.5 077 0.55

85 0.54
84.5 0.53

84 073 0.52

83.5 0.51

0.72
depth 1 2 3 4
uCorr mMAE

From Fig. 4a and c, the positive impact of modeling
inter-modality beyond-pairwise interactions through hetero-
geneous hypergraphs is evident. Compared with traditional
graph attention-based fusion strategies, our designed hetero-
geneous hypergraph attention-based fusion strategy yields
an improvement of more than 1% in both the Acc-2 and
F1 metrics. Furthermore, Fig. 4b and d illustrate that the
removal of interactions between any modality results in
a performance decrease. Therefore, we can conclude that
our designed fusion strategy effectively models the beyond-
pairwise interactions among multiple nodes within multiple
modalities through heterogeneous hypergraph attention net-
works.

Effect of counterfactual intervention task

In Fig. 5, we present experiments that involve removing the
CIT and modifying its implementation details to assess their
impact. Firstly, we find that incorporating the CIT provides
the model with a performance improvement of 0.6-0.9%
in both the F1 and Acc-2 metrics. This suggests that the
CIT effectively enhances model performance by supervising
attention learning. Secondly, we observe that either randomly
selecting a modality for additional weighting or canceling
the additional weighting strategy for modality can adversely
affect H*CAN. This indicates that appropriately weighting
the attentional scores corresponding to the modality helps to
mitigate the effects of bias information.

Feature visualization
As displayed in Fig. 6, we perform a t-SNE visualization

on the MOSI dataset to explore the model’s feature learn-
ing performance under various fusion strategies. Comparing
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Fig.4 Results for different
fusion strategy

Fig.5 Results for
counterfactual intervention task

@ Springer

MOSI

MOSEI

MOSI

MOSEI

89

87

83

81

79

89

87

83

81

79

89

87

83

81

79

89

87

83

81

79

88
1153 1156 871
1131 11.27 861
851
841
8 ' : '
AC2NN/N) . Acc2P/N) | FLINN/N) | FL(P/N) Acc2(NN/N) Acc2(P/N) FINN/N)  F1(P/N)
5w/ HGAT sHZCAN ‘ [—o— H2CAN w/oTF —4— w/oAF  —*— w/oVF
(@) (b)
88
871
1124 1118
1133 1132 8 /\/
851
841 M
3 \ ; ! !
AcZNN/N) Acc2(P/N) | FINN/N)  FI(P/N) Acc2(NN/N) Acc2(P/N) FINN/N)  F1(P/N)
[ mw/ HGAT sHCAN | \ —e— HZCAN WoTF  —— w/oAF —— w/oVF I
(© (@
88
1092 11.10 871
1087 10.89
861
851
841
- 3 . . . v
Ach(NN/N Acc2(P/N)  F1(NN/N) F1(P/N) Acc2(NN/N)  Acc2(P/N) F1(NN/N)  F1(P/N)
=w/o CIT mw/ CIT —e— w/CIT w/oULGM  —— w/o AW
(a) (b)
87
10.79 10.70 861
1083 10.65
851
84 /\/
' 3 | | | |
Acc2NN/N)  Acc2P/N)  FINN/N)  FL(P/N) Acc2(NN/N) Acc2(P/N) FI(NN/N)  F(P/N)
l =w/o CIT w/CT | [ —— w/CIT WOULGM  —— w/o AW ‘
(© (d)



Complex & Intelligent Systems (2025) 11:196

Page130f 16 196

Fig.6 The T-SNE algorithm is 15 {
used to generate the 10 ]
visualization of unimodal
features in the MOSI dataset.
The text, audio, and visual
modalities are denoted by “T”,
‘A’, and “V’, respectively. a
Shows the features before =25
counterfactual modal fusion. b —20

Shows the features obtained by
modeling inter-modality

(b) W/ HGAT

interactions using HGAT. ¢
Shows the features obtained by
modeling inter-modality

interactions with HHGAT after 20 164
splitting the tri-modality 07
hyperedge into text-audio and o 7
text-visual hyperedges. d Shows —10 1 —10
the features obtained by —20 1 e
modeling inter-modality 30 1
interactions using HHGAT —a0 =20l —r = 5 = -
(c) w/ split (d) H2CAN
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Fig.7 Heat map visualization of attention scores during the first stage
of message passing in the last layer of HHGAT. a and b display the visu-
alization results with and without the Counterfactual Intervention Task,

the visualization results before and after modeling inter-
modality interactions, we find that feature clustering can be
effectively achieved through this method. We can observe
from Fig. 6b and c that the features obtained from our
fusion strategy are more concentrated and have more dis-
tinct boundaries. In addition, we believe that fusion using
tri-modality hyperedges can capture richer inter-modality
interaction information. This is evidenced by the larger spac-
ing between the audio and visual feature clusters in Fig. 6¢
compared to Fig. 6d, which utilize bi-modality hyperedges
and tri-modality hyperedges, respectively. These compara-
tive results illustrate that our designed fusion strategy not

Perdition Vi
= : -0.4953

serious expression

emphasized tone
number one /ove

neutral expression /ook away

thoughtful tone
forced

number ONne peacause the /ove [s forced

(b) w/o CIT

respectively. ‘Label’ refers to the multimodal sentiment intensity label
of the sample. The color of the heat map from dark to light indicates
low to high attention scores

only effectively combines information from different modal-
ities but also preserves modality-specific information.

Case study

To more deeply explore the effect of CIT, we selected a sam-
ple from the validation set of the MOSI dataset and visualized
its attention scores, as shown in Fig. 7. For convenience, we
apply average pooling to the attention scores obtained from
different hyperedges.

From the attention scores in Fig. 7a and b, we can intu-
itively observe that the attention of the model with CIT
captures more accurate inter-modal interactions. Specifically,
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Table 6 The parameter count and FLOPs of both H*CAN and other
state-of-the-art models

Models Params(M) FLOPs(M) MOSI-Acc-2
MAG-BERT 86.947 17.256 82.48/84.02
TeTFN 87.136 34.531 84.05/86.10
H2CAN 86.697 17.120 85.42/87.20

for the textual modality, the difference in attention scores
between the words ‘love’ and ‘forced’ becomes subtle after
the removal of the Counterfactual Intervention Task. This
suggests that the model may be misled by bias informa-
tion from the word ‘love’. Similar results are observed in
the audio and visual modalities. For instance, in Fig. 7b,
the ‘neutral expression’ is assigned a relatively high weight,
and the ‘emphasized tone’ is given a relatively low weight.
The prediction of the model with CIT is much closer to the
label, indicating that CIT guides the model’s attention learn-
ing to mitigate the effects of bias information and improve
the model’s performance.

Model complexity

To evaluate the complexity of our model, we conduct a com-
parison of parameter counts and FLOPs between H2CAN
and other state-of-the-art approaches. As shown in Table 6,
H2CAN achieves a slight advantage over these models in both
parameters and FLOPs. Additionally, on the CMU-MOSI
dataset, H2CAN achieves an accuracy increase of 1.4% com-
pared to these models, illustrating that our method effectively
balances performance with complexity.

Conclusion

In this paper, we proposed a Heterogeneous Hypergraph
Attention Network with Counterfactual Learning to address
the limitations in cross-modality attention methods within
existing MSA models. Based on the sentiment expression
characteristics of different modalities, we designed a static
hypergraph construction method and employed hypergraph
convolution using the attention mechanism to model the
beyond-pairwise interactions among modalities. Further-
more, we designed a Counterfactual Intervention Task based
on causal reasoning to guide attention learning by max-
imizing the difference between actual and counterfactual
predictions, thereby mitigating the interference of bias infor-
mation. Related experiments were conducted on the bench-
mark datasets to demonstrate the significant improvement
of our model compared to recent state-of-the-art models.
Additionally, we performed visualization and case studies
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to intuitively explore the effects of hypergraph-based fusion
strategies and the Counterfactual Intervention Task.

As our model fails to draw on the latest research on modal-
ity translation, it suffers from modality heterogeneity when
capturing inter-modality interactions. In subsequent work,
we will attempt to develop new methods to reduce the impact
of modality heterogeneity, thereby improving the perfor-
mance of multimodal models.
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